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Abstract. Technological advances and increasingly complex and dy-
namic application behavior argue for revisiting mechanisms that adapt
logical cache block size to application characteristics. This approach to
bridging the processor/memory performance gap has been studied be-
fore, but mostly via trace-driven simulation, looking only at L1 caches.
Given changes in hardware/software technology, we revisit the general
approach: we propose a transparent, phase-adaptive, low-complexity mech-
anism for L2 superloading and evaluate it on a full-system simulator
for 23 SPEC CPU2000 codes. Targeting L2 benefits instruction and
data fetches. We investigate cache blocks of 32-512B, confirming that
no fixed size performs well for all applications: differences range from
5-49% between best and worst fixed block sizes. Our scheme obtains per-
formance similar to the per application best static block size. In a few
cases, we minimally decrease performance compared to the best static
size, but best size varies per application, and rarely matches real hard-
ware. We generally improve performance over best static choices by up
to 10%. Phase adaptability particularly benefits multiprogrammed work-
loads with conflicting locality characteristics, yielding performance gains
of 5-20%. Our approach also outperforms next-line and delta prefetching.

1 Introduction

A program’s memory performance is determined both by working set sizes
and by temporal and spatial locality within working sets. Improving tempo-
ral locality requires converting long-distance data reuse to short-distance cache
reuse by regrouping computations sharing data. Such optimizations are usually
implemented in software by compiler optimizations, such as loop interchange,
blocking [27], fusion, and more complex regrouping [11, 15, 17, 18], or program-
mer intervention. Spatial locality optimizations like cache-conscious data place-
ment [1] or structure placement [3, 5] improve memory performance via software
changes, but these require profiling and have not yet become common in com-
piler toolchains. Such approaches attempt to find good data placements for entire
executions, without adapting to phase changes. A related alternative is copying
data [13, 22, 26] at strategic execution points.



Spatial locality optimizations are usually performed in hardware, where
straightforward approaches may have high payoff (evidenced by the ubiquity
of dynamic caching). Obviously, larger cache blocks exploit spatial locality, but
tradeoffs exist between block size, bus utilization, and memory hierarchy effi-
ciency. If most block data are not used, larger blocks (as in superblocks [9] or
superloading [25]) may actually decrease application performance by increasing
cache conflicts and bus, memory controller, and DRAM occupancy.

We evaluate an efficient mechanism to balance costs and benefits of access-
ing data at larger granularities. Since a single fetch granularity is suboptimal
for all applications [8, 24], or even for different phases of a given application’s
execution, our mechanism must adapt dynamically. Our approach minimizes ad-
ditional cache complexity, has no impact on processor cycle time, allows multiple
logical block sizes, permits non-unit (in terms of base cache block size) increases
and decreases, and adapts naturally to application phase behavior without ap-
plication software involvement. Most previous cache block superloading studies
are trace-based, use smaller applications, do not model an OS, and focus only
on level-1 caches (see Sect. 2). With the rapid pace of technological innovation,
“good science” dictates that we reevaluate conclusions from older research. As
McKinley and Temam demonstrate [14], common beliefs often fail to hold in
practice, and thus reevaluating older results within newer systems has merit.

2 Related Work

Adapting prefetch distance or block size has been studied in several contexts.
Dahlgren et al. [4] show that adaptive sequential prefetch distances in hard-
ware improves performance in SMPs, and Gornish and Veidenbaum [7] augment
the hardware approach with compiler assists. Space limitations prevent thor-
ough treatment of the rich related work via software, hardware, or hybrid ap-
proaches. We thus focus on transparent hardware implementations requiring no
ISA changes. For such studies, machine parameters, memory bandwidths, laten-
cies, cache block sizes, simulation methods, and benchmark selection significantly
influence results.

The MIPS 3000 cache has configurable line4 sizes, but only on hardware
reset [10]. Early designs accommodating variable line sizes include Seznec’s De-
coupled Sector Cache [21]. Temam and Jegou [23] fetch adjacent blocks into a
separate buffer to exploit spatial locality and avoid cache pollution, and González
et al. [6] study dynamically allocating data across caches with different line sizes,
one optimizing temporal locality and the other spatial locality.

Kumar and Wilkerson [12] study structured spatial prediction/prefetching for
L1 data caches; their online scheme predicts line patterns to be loaded to reduce
pollution from superblocks. Chen et al. [2] adapt Spatial Pattern Prediction
to larger locality regions via prediction tables exploiting instruction addresses
combined with offsets within cache blocks. They target L1s, allowing subblock
4 We use “line” and “block” interchangeably, according to how other authors describe

their work.



utilization to save 41% leakage energy, on average, improving performance up
to 2× while maintaining performance within 1% on 12 SPEC CPU2000. They
arbitrarily track simulation statistics 10 billion instructions into each execution;
and data represent only 500 million instructions; furthermore, they do not model
OS activity. Our findings contradict theirs: in many cases we attribute this to
our studying whole program behaviors. Direct comparisons are difficult, given
differences in simulation methods and memory hierarchy levels targeted.

Van Vleet et al. [25] use trace-driven simulation of nine SPEC CPU95 bench-
marks to study effects of online superloading decisions for an L1 cache. They
track usage among adjacent lines to decide whether to perform a superload. A
separate Line Size Detector state machine later determines what the best size
would have been for a given load. Their goal is to study superloading potential,
and thus they avoid aliasing by using unlimited space. They compare dynamic
performance to optimal sequences of loads/superloads determined offline, finding
their hardware mechanisms perform competitively.

Veidenbaum et al. [24] use trace- and execution-driven L1 simulation that
abstracts away memory hierarchy timing details to study adaptive cache line
sizes for SPEC CPU92 and SPEC CPU95. They confirm findings of Inoue et
al. [8] for SPEC CPU95, showing no single best line size exists. They then propose
hardware that dynamically decrements virtual cache line size if fetched data are
unused, and increment sizes if adjacent lines are cached. Replacement decisions
are per line. Two bits per word track usage and signal presence/absence of
adjacent lines, and they add memory per base cache line to track current virtual
size. Our goals are similar, and our technique has lower overhead.

3 Design

In contrast to most previous superloading schemes, we optimize block size in
the L2 cache. Generally, lower-level caches are relatively large, and thus exploit
spatial locality more than upper-level caches, providing more potential benefit
from variable-size logical blocks. Furthermore, changing the cache block size
dynamically at L2 is likely less invasive and less complex due to higher cache
access latency and often lower controller clock rate. Maintaining inclusion within
the hierarchy is simplified if upper-level cache blocks are equal size or smaller
than those at lower levels, as an upper level miss requires fetching at most one
block from below. If L1 block sizes are adjustable, L2 blocks must be at least the
maximum L1 logical block size, or else an L1 block size could exceed that of an
L2 block for some configurations, thereby producing multiple misses in the L2 for
a single L1 miss. Given the higher complexity and lower potential performance
impact, we do not apply our mechanisms to L1 caches in this study.

Adjusting on-chip cache block sizes introduces a feedback loop: a sensing
unit observes spatial locality of executing code, and a controller tracks changes
in locality characteristics, adjusting logical block size accordingly. On a miss, the
cache controller fetches one or more physical blocks to load the logical block. Next
we discuss the design rationale of these components, as well as their interaction.



Fig. 1. Observation Cache Hardware

3.1 Measuring Spatial Locality

To understand the locality sensor operation it is important to note that the con-
ventional notion of spatial locality has both spatial and temporal aspects. First,
caches can only exploit accesses to physically proximal data if that proximity
matches the addressing scheme, i.e., if the data fall within a block. Second, ref-
erences must occur before block eviction. The locality sensor presented here ex-
ploits these phenomena by monitoring performance of several small observation
caches (OCs), each modeling a different block size. Each OC effectively tracks
the number of accesses to an L2 block of a given size before that block is evicted.
By comparing this metric for all allowed logical block sizes, the sensing unit de-
termines optimal logical block size for the sequence of observed accesses. Given
the inverse proportionality of hits and misses, OCs need only record misses.

Each OC maintains a miss counter along with state (tags, not data) of a few
“recent” cache lines. OCs are accessed concurrently with the L2 cache, and are off
the critical path. On each L2 access, the tag portion of the request is compared
to the state held by each OC. On a miss, we evict an OC block and reuse it for
the current request, incrementing the miss counter. The system maintains one
OC per possible block size, and since each must cover the same capacity to make
locality values comparable, OCs with smaller blocks have proportionally more
entries. Figure 1 shows the organization of the observation caches. Since all OCs
receive the same number of requests and represent identical capacities, the cache
with fewest misses represents the L2 block size best exploiting program locality.
Locality values do not account for costs of larger logical cache blocks: they only
express benefits in terms of cache hits over a given period.

3.2 Selecting Logical Block Size

Choosing the current optimal block size is left to system software: the clock
interrupt handler periodically compares the miss counters of all OCs, resets the
counters, and if appropriate, informs the cache controller of a new logical block
size. This design increases flexibility and avoids fixing critical policy decisions



in hardware. It eases performance debugging by making an application’s spatial
locality behavior visible to system software. Most importantly, it allows the OS to
treat chosen block sizes as process state saved and restored on context switches,
minimizing interference among processes in multiprogrammed environments.

A cache block twice the size can potentially exploit spatial locality twice as
well, but it increases memory and bus occupancy/contention. For a fixed-size
cache, larger blocks reduce the total number of blocks resident, which may in-
crease conflict misses. Since the precise relationship between these factors is dif-
ficult to describe analytically, this work uses experimentally determined weights
to account for the approximate cost of each potential block size. For the SPEC
CPU2000 benchmarks, optimal weights are 1.0, 1.2, 1.8, 2.9, and 5.1 for blocks
of 32B, 64B, etc., up through 512B. Note that weights used are identical for all
benchmarks. Performance may improve for individual codes by further tuning
weights, but this defeats our goal of providing a transparent mechanism. An-
alytic models for weight selection are part of ongoing work, and choosing the
block size in software allows the weights to be adjustable.

After multiplying miss counts by the respective weights, the interrupt han-
dler determines the minimum result and selects the corresponding block size.
The chosen size is written to a control register that dictates how many physical
blocks to fetch on a miss. In the system we study, the clock interrupt handler
is invoked every 10 (simulated) milliseconds to determine the best block size for
the application’s next execution interval. Other context switch intervals would
be interesting to investigate, but are beyond the scope of this work. On a context
switch, the OS saves the current logical cache block size in the process control
block just like other register values, and restores the next process’s block size.
Performance gains from adjusting block sizes dynamically must offset this small
increase in context switch cost. Making logical block size part of the process
context reduces interference between applications in multiprogrammed environ-
ments and avoids tuning intervals after context switches. Other implementations
(see Sect. 5.3) could rely entirely on hardware, but we find the benefits of a hy-
brid hardware/software scheme to outweigh the small costs.

3.3 Dynamic Cache Line Size Adjustment

Our system adjusts L2 block sizes by grouping physical blocks into larger, logical
cache blocks. On a miss, the controller fetches multiple physical blocks to effec-
tively increase logical block size. When fetching the physical blocks, the cache
controller issues a sequence of requests to the memory controller via the system
bus. The alternative, allowing different-sized bus requests, increases complexity
of the bus protocol and memory controller while complicating coherence (since
caches might need to snoop multiple physical blocks for any request, and may
not be able to supply all data on a dirty hit if not all physical subblocks of a
logical block are present).

Our experiments show parts of logical blocks are often already resident, and
need not be fetched. Always fetching entire logical blocks may negatively affect
bus utilization and memory performance. On the other hand, fetching logical



blocks as a sequence of smaller physical blocks increases memory controller re-
quests. Greater system bus utilization is offset by not having to fetch parts of
logical blocks already in cache. Transmitting logical blocks as multiple requests
has no impact on effective DRAM bandwidth, as long as DRAM page size and
bank interleaving factors are no smaller than the largest logical block size. In
this case, the memory controller can fully exploit the high bandwidth available
from an open row.

Our design thus enjoys several advantages:

1. it minimizes impact of adjustable block sizes on cache design by minimizing
required tag logic changes;

2. it allows multiple cache block sizes to coexist in cache (e.g., when applications
share the cache, or during program phase transitions);

3. it avoids complications from partially resident logical blocks, and leaves bus
and cache coherence protocols unchanged;

4. it allows the memory controller to exploit higher bandwidth of open DRAM
rows (since requests for logical blocks are issued in rapid succession), as long
as the bank interleaving factor is at least the maximum logical block size;

5. it benefits both instruction and data memory utilization, since it targets
shared L2 caches;

6. it allows changing from any block size to any other, as opposed to enforcing
fixed-size changes; and

7. it requires no profiling or user-level software or compiler intervention.

4 Evaluation

To evaluate the proposed design, we implement the observation caches (OCs),
variable cache block size, and OS modules in the ML-RSIM system simula-
tor [20], which models a dynamically scheduled processor with two cache levels,
a SDRAM memory controller, and a number of I/O devices, such as a real-
time clock and SCSI disk. The simulator executes SPARC binaries and runs a
Unix-like NetBSD-based OS supporting Solaris-compatible system calls, process
management, multiprogramming, and virtual memory [19]. Snooping and coher-
ence are handled normally, since only logical, not physical, fetch sizes change.

We modify the simulator to implement the locality OCs and enhance the L2
cache controller to prefetch a programmable number of physical cache blocks on
a miss. This effectively changes the hardware prefetch distance, but does not
change the cache. We modify the clock interrupt handler to read locality values,
select the optimal block size, and write it to a control register that the context
switch handler saves and restores. In our experiments, the OC for a 512-Byte
block contains 32 entries, with each smaller cache containing proportionally more
entries to capture the same logical working set. Hardware overhead for the OCs
is only 3.31 kB of state. We investigate smaller OCs, finding sizes presented here
to work best for this memory hierarchy. Compared to a 16-entry OC, a 32-entry
version increases IPC, on average, by a negligible 2%, but by up to 22% for



Parameter Value
Processor 3.2 GHz dynamically scheduled, 6-wide fetch/decode/graduate, 80-entry ROB
L1 Instruction Cache 32 kB, 2-way set-associative, 32-Byte blocks, 2-cycle latency
L1 Data Cache 32 kB, 2-way set-associative, write-back, 32-Byte blocks, 2-cycle latency, dual-ported
L2 Cache 8 MB, 2-way set-associative, write-back, 32 to 512-Byte blocks, 24 cycle latency
System Bus 533 MHz, 8-Byte multiplexed address/data
Main Memory 266 MHz DDR-SDRAM, 4 physical banks interleaved at 512-Byte blocks
Operating System NetBSD-based

Table 1. Baseline System Configuration

some floating point codes. A 16-entry OC may thus be a good design choice
for platforms targeting integer codes. The OCs employ LRU replacement. We
investigated other policies and find that LRU performs best. Since OCs need
not support single-cycle access times, implementing LRU is feasible for these
moderate-size, associative structures.

Our baseline represents modern or near-future workstation and server class
systems, modeling an aggressive dynamically scheduled microprocessor with a
conventional two-level cache hierarchy and DDR-SDRAM memory subsystem.
Table 1 lists system parameters. We compare against both a simple next-line
prefetcher and Nesbit and Smith’s delta prefetcher [16]. Our scheme effectively
behaves as an adaptable-distance, next-line prefetcher.

We present results for SPEC CPU2000 benchmarks run to completion with
both training and reference inputs. Training datasets do not represent reference
datasets, but shorter execution times make it feasible to observe all phases of
program execution for a larger number of applications. Even short benchmarks
show significant sensitivity to cache block size, confirming that they represent
valid tools for initial evaluation of our scheme. Running to completion, despite
long simulation times, allows us to evaluate the benefits of dynamic adjustment
compared to fixed static sizes. We warm up the simulated file cache by reading
all input files once; this avoids long-latency I/O operations during benchmark
runs. Table 2 lists applications, datasets/configurations, and baseline execution
times (in simulated seconds) within our model.

We exclude three applications from our training set runs: vpr and perlbmk
require dynamic linking, which our simulation system does not support, and
fma3d’s excessive execution time makes it impractical to simulate to completion,
even with the training dataset. We include all three input sets of 252.eon, since
they yield different execution times. We evaluate 11 SPEC 2000 applications
with reference inputs; others are omitted due to extremely long simulation times.
These 11 applications have the shortest execution times and include seven integer
and four floating point workloads. As shown in Sect. 5, floating point workloads
tend to benefit more from our scheme, and thus its success on the reference
inputs is understated.

Reading locality values, applying weights, and selecting a new block size in-
cur a slight increase in clock interrupt-handler overhead. The additional code
increases interrupt handler cost on average by 150 cycles or 46.8 nanoseconds.
Although this is minor, it must be offset by the performance gains from adjust-
ing logical block size at runtime. All simulations in this study include a fully
functional OS that accounts for the higher overhead.



Benchmarks Training Inputs

Execution
Times
(sec)

In
te

g
er

164.gzip input.combined 13.973
176.gcc cp-decl.s 1.765
181.mcf inp.in 6.160
186.crafty crafty.in 11.165
197.parser train 2.783
252.eon kajiya 3.907
252.eon cook 0.757
252.eon rushmeier 1.083
254.gap train.in -q -m 128M 2.942
255.vortex bendian.raw 4.523
256.bzip2 input.compressed 8 12.963
300.twolf train 3.902

F
lo

a
ti
n
g

P
o
in

t

168.wupwise wupwise.in 17.154
171.swim swim.in 5.948
172.mgrid mgrid.in 4.290
173.applu applu.in 4.611

177.mesa
-frames 500 -meshfile
mesa.in 14.253

178.galgel galgel.in 5.689

179.art

-scanfile c756hel.in
-trainfile1 a10.img

-stride 2 -startx 134
-starty 220 -endx 184

-endy 240 -objects 3 1.080
183.equake inp.in 8.465
187.facerec train.in 10.223
188.ammp ammp.in 16.434
189.lucas lucas2.in 18.935
200.sixtrack inp.in 2.260
301.apsi apsi.in 2.817

Reference Inputs

In
te

g
er

164.gzip input.source 23.197
181.mcf inp.in 71.642
186.crafty crafty.in 76.127
197.parser ref 111.37
254.gap ref.in -l ./ -q -m 192M 72.867
255.vortex bendian1.raw 32.298
256.bzip2 input.source 58 25.088

F
lo

a
ti
n
g

P
o
in

t 178.galgel galgel.in 50.692

179.art

-scanfile c756hel.in
-trainfile1 a10.img

-trainfile2 hc.img

-stride 2 -startx 110
-starty 200 -endx 160

-endy 240 -objects 10 11.249
183.equake inp.in 65.898
188.ammp ammp.in 62.778

Table 2. Benchmarks and Inputs

(a)

(b)

(c)

Fig. 2. IPC of Best Static Block Size, Dy-
namic Block Size, and Hardware Prefetch-
ing relative to Worst Static Block Size for
(a) Integer with Training Inputs, (b) Float-
ing Point with Training Inputs, and (c) Ref-
erence Inputs

5 Results

The simulation results confirm that the findings of Inoue et al. [8] and Veiden-
baum et al. [24] in their L1 cache studies also apply to L2 caches: no single,
statically selected block size is best for all applications. Overall, the best stat-
ically selected block size is 128 bytes and the worst is 32 bytes. This is based
on the average relative slowdowns and speedups compared to best and worst
statically selected block sizes for each application. Figure 2 shows performance
improvement of the best static block size for each benchmark relative to the worst



static block size, as well as the relative performance of our dynamic scheme, the
best fixed block size (128 bytes), and the two hardware prefetching mechanisms
(discussed in Sect. 5.2).

(a) (b)

(c)

Fig. 3. IPC Improvement of Fixed Block Size and Dynamically Selected Block Size
relative to worst case Static Size for (a) Integer with Training inputs, (b) Floating
Point with Training Inputs, and (c) Reference Inputs

Figure 3 compares performance for the five statically selected block sizes vs.
our dynamic scheme, all relative to the worst static block size for each bench-
mark. A single, fixed size is often inadequate, and common choices for particular
kinds of systems, e.g., embedded platforms or servers, may induce performance
losses from “intuitively” selected sizes. Integer codes are less sensitive to block
size changes: six of 10 show ≤ 1% difference with training inputs, and three of
seven show ≤ 1% difference with reference inputs. Nonetheless, gzip, mcf, gap,
and vortex show notable performance improvements (3.15%, 10.65%, 19.23%,
and 4.86%, respectively, with training inputs, and 47.54%, 13.38%, and 27.44%
for mcf, gap, and vortex with reference inputs). Differences between best and
worst statically chosen sizes are much greater for many floating point appli-
cations: eight show significant speedups with training inputs (wupwise, swim,
mgrid, applu, equake, facerec, ammp, and apsi, by 11.42%, 35.88%, 35.79%,
15.05%, 30.35%, 21.32%, 25.19%, and 6.25%, respectively) and three of the four
show significant speedups with reference inputs (10.75%, 27.49%, and 49.09%
for galgel, equake, and ammp, respectively). Table 3 shows detailed results for
all applications.



Benchmark

Static Block
Choices

Static Block
Times (sec) Next

Line
(sec)

Delta
(sec)

Dynamic

Time
(sec)

Percent
Difference

best worst best worst
best vs.
worst

nextL vs.
worst

delta vs.
worst

dyn vs.
worst

164.gzip 128 32 13.973 14.661 14.357 14.144 14.199 4.69 2.07 3.53 3.15
176.gcc 128 512 1.765 1.773 1.768 1.767 1.768 0.45 0.28 0.34 0.28
181.mcf 64 512 6.16 7.186 6.373 6.443 6.422 14.28 11.31 10.34 10.63
186.crafty 64 256 11.165 11.17 11.164 11.167 11.166 0.04 0.05 0.03 0.04
197.parser 128 32 2.783 2.827 2.804 2.787 2.789 1.56 0.81 1.41 1.34
252.eon 32 64 0.757 0.760 0.762 0.757 0.759 0.39 -0.26 0.39 0.13
252.eon 32 64 3.907 3.909 3.912 3.907 3.909 0.05 -0.08 0.05 0.00
252.eon 64 128 1.083 1.089 1.085 1.087 1.089 0.55 0.37 0.18 0.00
254.gap 128 32 2.942 3.671 3.263 3.115 2.965 19.86 11.11 15.15 19.23
255.vortex 64 512 4.523 4.755 4.522 4.518 4.524 4.88 4.90 4.98 4.86
256.bzip2 128 32 12.963 13.047 12.999 12.959 12.965 0.64 0.37 0.67 0.63
300.twolf 64 32 3.902 3.903 3.897 3.897 3.902 0.03 0.15 0.15 0.03
168.wupwise 64 32 17.154 17.574 16.787 16.208 15.567 2.39 4.48 7.77 11.42
171.swim 128 32 5.948 9.533 8.103 9.456 6.114 37.61 15.00 0.81 35.86
172.mgrid 512 32 4.29 6.117 5.128 4.346 3.93 29.87 16.17 28.95 35.75
173.applu 128 32 4.611 5.343 4.972 4.971 4.542 13.70 6.94 6.96 14.99
177.mesa 512 256 14.253 14.588 13.865 13.841 14.325 2.30 4.96 5.12 1.80
178.galgel 64 512 5.689 5.753 8.619 4.169 5.693 1.11 -49.82 27.53 1.04
179.art 64 32 1.08 1.081 1.081 1.081 1.081 0.09 0.00 0.00 0.00
183.equake 512 64 8.465 12.603 8.753 9.253 8.778 32.83 30.55 26.58 30.35
187.facerec 64 128 10.223 13.493 10.406 9.711 10.307 24.23 22.88 28.03 23.61
188.ammp 64 512 16.434 22.212 18.716 18.388 16.616 26.01 15.74 17.22 25.19
189.lucas 64 32 18.935 18.988 18.935 18.928 18.935 0.28 0.28 0.32 0.28
200.sixtrack 64 512 2.26 2.324 2.251 2.248 2.241 2.75 3.14 3.27 3.57
301.apsi 64 32 2.817 3.023 2.924 2.863 2.836 6.81 3.27 5.29 6.19

Reference Inputs
164.gzip 64 512 23.197 23.509 23.653 23.431 23.364 1.33 -0.61 0.33 0.62
181.mcf 64 512 71.642 101.303 68.522 75.257 68.661 29.28 32.36 25.71 32.22
186.crafty 64 128 76.127 76.146 76.131 76.135 76.132 0.02 0.02 0.01 0.02
197.parser 32 512 111.37 112.986 112.315 111.319 111.736 1.43 0.59 1.48 1.11
254.gap 128 32 72.867 83.544 84.617 83.916 73.682 12.78 -1.28 -0.45 11.80
255.vortex 64 512 32.298 41.402 32.475 32.368 32.487 21.99 21.56 21.82 21.53
256.bzip2 64 512 25.088 25.395 25.287 25.202 25.144 1.21 0.43 0.76 0.99
178.galgel 64 32 50.692 56.084 98.373 50.914 50.053 9.61 -75.40 9.22 10.75
179.art 32 256 11.249 11.25 11.249 11.249 11.249 0.01 0.01 0.01 0.01
183.equake 256 32 65.898 93.53 79.958 93.211 67.822 29.54 14.51 0.34 27.49
188.ammp 128 512 62.778 125.592 64.577 64.091 63.944 50.01 48.58 48.97 49.09

Table 3. Performance Details

5.1 Phase Adjustment

To illustrate the presence and magnitude of locality phases, Fig. 4 shows the time
line of preferred cache block sizes and corresponding spatial locality for galgel.
Such locality changes cause some applications to perform better using dynamic
selection over their optimal static block size. Other applications perform better
with a fixed block size due to very short phases (as in gcc), in which case the
dynamic mechanism is always “one step behind” due to its adjustment latency,
or lack of phase behavior (as in twolf).

Figure 5 compares the performance of the best statically chosen block size
per application vs. our dynamic scheme. In six training cases and two reference
sets our scheme outperforms the best static block size, ranging from negligible
amounts to almost 10%. In other cases, the dynamic scheme performance lags
slightly behind the best static block size, usually by a negligible amount, and
always by less than 5%. Advantages of dynamic selection are that it requires no



0

128

256

384

512

0 1 2 3 4 5 6

Time (seconds)

O
b

se
rv

ed
 lo

ca
lit

y 
(b

yt
es

)

Fig. 4. Spatial Locality for galgel

Parameter Value
Index Table entries 512
Index Table replacement FIFO
History Table entries 512
Prefetch Width 4
Prefetch Depth 4

Table 4. Delta HW Prefetcher
Parameters

(a) (b)

Fig. 5. Best Static vs. Dynamic Blocksize for (a) Training and (b) Reference Inputs

software intervention, needs no profile-directed feedback, and enjoys low hard-
ware complexity. Most importantly, since no fixed block size is optimal for all
applications, a dynamic scheme can detect appropriate block sizes at runtime.

For floating point applications, workloads with small differences between best
and worst static block sizes tend to have small performance differences. The
exception is apsi, for which the difference in best and worst block size is a single
increment, but for which the percentage difference in performance is 6.81%.
Obviously, this application will benefit from adaptable block sizes, even though
the desired size changes little. Applications whose best and worst block sizes
differ by at least two powers of two tend to exhibit larger performance differences.

The rightmost columns in Table 3 show percentage performance improvement
of the different schemes relative to the worst statically selected block size. We
highlight cells where these values round to 5% or more. The rightmost column
shows the improvement for dynamically selected block sizes, and the column
fourth from the left shows improvement for the best-performing statically se-
lected blocks over worst-performing statically selected blocks. These data argue
for adaptable architectures: although not all applications require different block
sizes, performance ramifications are significant for those that do. Interestingly,
these data contradict that of Chen et al. [2] in their study of L1 block sizes:
we find that 179.art, 254.gap, and 172.mgrid benefit from larger blocks, as do
171.swim, 173.applu, 183.equake, and 301.apsi. Differences in results are likely
due to our targeting different levels of memory and to differences in simulation
methodology (we model whole applications with the OS, whereas they perform
arbitrary partial execution of 500 million instructions).



5.2 Prefetching

In an attempt to hide increasing memory latencies, hardware prefetching mech-
anisms have received extensive study. Hardware prefetchers read blocks a pro-
gram is likely to access before demand misses occur. Block predictions tend to be
based on the program’s recent memory access history. We compare our dynamic
block size scheme against two hardware prefetching schemes: a simple next line
prefetcher and a delta predictor that uses the global history buffer of Nesbit and
Smith [16]. The latter predictor yields some of the best performance gains to
date for SPEC2000. Table 4 gives parameters for this predictor (see Nesbit and
Smith [16] for parameter descriptions).

On the whole, both the next line and delta prefetchers perform worse than
both our dynamic block scheme and the best static block size. Figure 2 shows
performance improvement of the prefetching mechanisms relative the worst static
block size. OC-guided dynamic block sizes achieve 5.6% and 2.3% higher IPC,
on average, than next-line and delta prefetching, respectively. For the floating
point workloads, dynamically sized blocks achieve up to 49.1%—and on average
10.3%—higher IPC than next-line prefetching, and up to 35.3%—and on average
3.3%—higher IPC than delta prefetching. For integer benchmarks, prefetching
performs as well as our dynamic and the best static block methods: integer
applications are less sensitive to block size, as evidenced by the small differences
in performance of the best and worst static block sizes in Fig. 2. The exception
is gap, for which our dynamic approach attains 9.1% and 4.8% higher IPC with
training inputs and 12.9% and 12.2% higher IPC with reference inputs than the
next-line and delta prefetchers, respectively.

Even more important than raw IPC improvement is the performance stability
provided by our dynamic scheme. Hardware prefetching schemes tend to be
inconsistent in their ability to improve an arbitrary application. Sometimes they
provide drastic improvements, even outperforming our dynamic approach or the
best static cases, but other times they perform very poorly—sometimes even
worse than the worst static case. Our dynamic scheme, on the other hand, never
lags behind the best static case by more than 5%. This consistency is highly
desirable for systems designed to run a wide variety of applications.

5.3 Multiprogramming

An advantage of our dynamic block size adjustment scheme is the ability to save
and restore the preferred block size on a context switch. Treating the logical
block size as part of the process context avoids the overhead of retraining the
locality caches after a context switch. This subsection compares performances of
five multiprogrammed workloads for static and dynamic block sizes.

As in standard Unix OSs, the kernel running on the simulated system main-
tains time quanta per process, performing a context switch every 100 milliseconds
if there is another process in the ready queue. Each workload consists of two or
three SPEC CPU2000 applications of similar execution time (see Table 6). Ap-
plications in each workload prefer different block sizes, stressing the dynamic
adjustment scheme.



Workload Programs
Total

Runtime (s)

(a) Training Inputs
Batch 1 172.mgrid, 255.vortex, 173.applu 14.25
Batch 2 181.mcf, 183.equake 24.46
Batch 3 164.gzip, 177.mesa 28.08
Batch 4 172.mgrid, 254.gap 7.65

(b) Reference Inputs
Batch 5 183.equake, 188.ammp 237.32

Fig. 6. Multiprogramming Workloads
Fig. 7. Multiprogramming Perfor-
mance Relative to Best Static Block

Figure 7 shows the performance improvement for these workloads for the two
hardware prefetching mechanisms, and two variations of the dynamic scheme rel-
ative to the performance of the best static block size. In four of five workloads,
dynamic block size adjustment outperforms the best static block size, since the
dynamic scheme adjusts to spatial locality variations both within and across ap-
plications. The dynamic scheme outperforms the two prefetching methods for the
same four workloads. The right-most bars in each set, labeled “Dynamic/NC”,
correspond to experiments in which the OS does not save/restore logical block
sizes on context switches. In this case, the dynamic scheme requires an additional
10 ms to select the appropriate logical block size. Given a 100 ms time slice, the
system operates for approximately 10% of time with a potentially suboptimal
logical block size. Advantages are lower context-switch overhead and avoiding
modification of often highly optimized context switches. On the other hand, sav-
ing/restoring optimal block sizes only requires adding one field to process control
blocks and adding one load/store to the save/restore context switch code.

Saving and restoring logical block size performs better by 0.5-1.1%. If we had
not modeled a full system, with kernel, we might dismiss such results. Nonethe-
less, given our methodology, we believe our findings warrant further investiga-
tion. The ability to resume execution with previously selected logical block sizes
compensates for slight increases in context switch cost. Quantifying software en-
gineering costs of arguably small changes to two pieces of the kernel is difficult,
and performance gains may or may not be justified depending on circumstances.

Most important, dynamic block sizes can significantly improve performance
over a single static block size. The dynamic scheme outperforms even the best
statically selected block size by 3-20% for four of the five multiprogrammed work-
loads, confirming that the approach represents a viable alternative to software-
directed techniques.

6 Conclusions

This paper presents a hardware-centric technique to adjust logical L2 cache block
sizes at application runtime. A set of observation caches (OCs) measure spatial
locality relative to each other and make the values available to the clock inter-
rupt handler, which selects the best logical block size for the next period. In



addition to providing greater flexibility in terms of adjustment policy, this com-
bined hardware/software approach exposes spatial locality behavior to software
for performance debugging and profiling, and lets the OS treat the logical block
size as part of the process state on a context switch. A hardware adaptation
of the policy decision is straightforward for cases where OS modifications are
undesirable or infeasible.

Detailed system simulation results using SPEC CPU2000 confirm that our
technique approaches performance of the optimal statically selected block size
for most benchmarks, and outperforms it in many cases. The approach is up to
32% and 49% better than the worst block size choice for integer and floating
point applications, respectively. We never degrade performance over the worst
statically selected block size, and never by more than 5% over the best statically
selected block size. Note that these comparisons are to the worst and best cases,
not to what one would see in real systems with fixed block sizes. Fixed block sizes
rarely match the best block size for the applications we study. Speedups are less
dramatic than other spatial locality prediction schemes for some applications,
but our approach’s simplicity and performance stability recommend it. We de-
liver robust performance without compiler or application intervention, and the
approach is thus transparent to user-level software. Our scheme performs es-
pecially well on multiprogrammed workloads, since it can select the best block
size for each individual benchmark. This allows it to significantly outperform
the best statically selected block size for an application “class” that is typical in
many computing environments.
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